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1. INTRODUCTION
Large scale, volumetric DDoS attacks are nothing new. They’ve been around for decades. But the immense
scale and volume of some of the ones being witnessed today is staggering. Just recently, in March 2017,
the world’s largest DDoS attack was recorded. It weighed in at an unprecedented 1.7Tbps.
It happened just weeks after code repository GitHub was hit by another colossal DDoS attack (the largest
ever recorded at that time), signalling how we are entering a new era of landmark outages.
However, oftentimes, these enormous DDoS attacks are utilized to provide cover for far more sinister activities.
While IT resources are frantically mitigating the symptoms of a DDoS attack, hackers are taking advantage
of the chaos and stealing data while security systems are being bypassed or rebooted to restore service.
The term used to describe these DDoS smokescreens is “Dark DDoS”—an increasingly real threat that
modern organizations need to address as a matter of priority.
Furthermore, the significant rise in the number of DDoS attacks targeting the application layer of the
network stack should also be serious food for thought for businesses with a web presence.
While most traditional DDoS mitigation technologies will soften the blow of a large-scale attack, a better
approach is to implement a more advanced solution that eliminates the threat completely. Fortunately,
such solutions do exist and they can be taken advantage of with few barriers to entry.
With application layer DDoS attacks now reaping greater rewards for bad actors (financial vs. disruption),
we can only expect their prevalence to increase further going forward.
It’s now make or break for organizations to get their network and application layer DDoS security houses in order.
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2. WHAT ARE LAYER 7
DDOS ATTACKS?
When we hear the term “DDoS” we immediately think of
the large-scale attacks that have befallen some of the
world’s biggest organizations. These types of attack are
designed to disrupt and make a statement. Yet the
biggest worry—in addition to the fact they are
significantly growing in size—is the way in which they are
used as a smokescreen to distract while other nefarious
activities are carried out.
In fact, up until recently, the DDoS attack that crippled
service provider DYN and disrupted Internet services for a
significant proportion of Americans living on the east coast,
was the most powerful DDoS attack on record, peaking at
around 1.2Tbps—absolutely unheard of at the time.
Fast forward to February 2018 and a new kind of DDoS
attack eclipsed the one that hit DYN. Peaking at a record
1.35 Tbps, the DDoS attack that knocked code hosting
website Github offline for several hours signalled the
start of a new era in DDoS attack volumes.
Indeed, reports have since emerged that a 1.7 Tbps
DDoS attack, which utilized the same tactic as the
GitHub attack, was destined to hit an unnamed USbased service provider. However, the attack never
achieved its goal as the provider’s defense capabilities
mitigated it, resulting in no outage—testimony to the
importance of having defense mechanisms in place.
But while enormous volumetric DDoS attacks have
always been and will always be a threat to organizations,
layer 7 DDoS attacks—which target the uppermost layer
(the application layer) of the Open Systems
Interconnection model (OSI model)—are becoming
increasingly popular tools utilized by hackers.
Application layer DDoS attacks pose a huge threat to
businesses because they are the trickiest kind to
mitigate. That’s because they are harder to identify and
they do not need immense levels of traffic to achieve
their goal.
First and foremost, these types of DDoS attack require
the hacker to have a significant level of understanding
about the website application they are targeting and
how it operates. They will have inevitably done their
homework on the target and devised an attack that is
specifically designed to exploit this particular asset.
As a result, application layer DDoS attacks usually don’t
boast the enormous bandwidth of their volumetric
cousins, but that doesn’t make them any less damaging.
In fact, application layer DDoS attacks can have even
more of an impact due to their stealthy and
sophisticated nature.
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The efficiency of layer 7 DDoS attacks means they can
cause as much disruption (if not more) as traditional
DDoS attacks, with significantly less total bandwidth.
The reason for this lies in the relative resource utilization
between a client making a request (legitimate or
illegitimate) and the server handling said request.
For example, when someone logs into their favourite
web-based email system, their device sends a login
request. This is received and handled by the service,
which has to a) check the credentials used by the
individual against the access control list b) load the
relevant user data from an underlying database and
c) serve the requested webpage accordingly.
Therefore, while the user’s device only requires a
minimal number of resources to make the request, the
amount of resources used by the server is
disproportionately greater. This kind of attack is known
as an HTTP flood and it’s the most prominent type of
application layer DDoS attack.
Even if the server handling the request does not need to
check login credentials, like in the case of a webpage
loading, it will still very often need to query a database.
Now imagine this process multiplied by a thousand or
tens of thousands when a dedicated botnet is used to
carry out an attack, the server simply cannot cope with
the number of requests and becomes unavailable to
legitimate users as a result—a denial of service.
When it comes to mitigating layer 7 DDoS attacks,
businesses face a tough challenge. That’s because it is
often so hard to distinguish between genuine traffic and
attack traffic, especially when a botnet is being utilized
to perform an HTTP flood against a server.

1.

The reason botnets are such a huge problem is because
they don’t tend to use spoofed traffic, like other DDoS
attack vectors. Instead, each zombie device in the
greater botnet appears as a legitimate user request,
making it much harder to identify as being a rogue.
It’s often not until the server or web resource has
crashed as a result of the attack traffic that a business
even knows they have been targeted. By this time, they
are having to react to the situation and mitigate further
disruption by making important infrastructure decisions,
like whether a server should be rebooted or a mitigation
system temporarily switched off to allow legitimate
traffic through.
In the fight against DDoS, businesses need to be
prepared to deal with two main eventualities:
The brute strength and size of layers 3 and 4 attacks,
and the sophistication and stealth of layer 7 attacks.
At the end of the day, both are very different beasts.
With large-scale volumetric DDoS attacks that usually
target layer 3 and layer 4 of the network stack, an
organization’s ability to defend itself boils down to one
factor: capacity. That is, who has more capacity—the
organization or the hackers?
With layer 7 DDoS attacks, however, successful
mitigation doesn’t necessarily depend on how much
capacity a business has—although more human
resources when faced with a volumetric attack is
obviously beneficial. That’s why they need different
solutions in place to mitigate.
It’s all about having smart security solutions in place and
utilizing them to the best of their abilities.

https://www.arbornetworks.com/images/documents/WISR2016_EN_Web.pdf
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3. HOW PREVALENT ARE THESE TYPES OF
APPLICATION-BASED DDOS ATTACK?
While large scale, volumetric DDoS attacks are the type
most people know—and the ones frequently wreaking
havoc in the headlines—they have stepped aside and
begun to make way for their more sophisticated,
stealthier layer 7 counterparts.
Indeed, Cisco’s “2018 Annual Cybersecurity Report”
highlights how botnets are growing in size and power,
which is one of the driving forces behind why
application-focused DDoS attacks have now overtaken
network-focused ones for the first time.
In fact, while application layer DDoS attacks are rising,
network layer attacks are actually declining, according to
the Cisco report.
Based on a survey of 3,600 Chief Security Officers
(CSOs) and Security Operations (SecOps) Managers
from 26 countries, the latest Cisco cybersecurity report
shows that 64% of organizations experienced application
DDoS attacks in 2017.
This increase in application layer DDoS attacks has been
attributed to the growth of IoT botnets. These armies of
zombie IoT devices are becoming more prevalent and
larger in size simply because the number of new IoT
devices coming online is increasing at a rapid rate.
However, a worrying revelation revealed in separate
research is that only 13% of organizations see botnets as
a major threat to their businesses in 2018.
In addition to there being more IoT devices to take
advantage of, botnets are also increasing in size

because such devices are much easier to take control of
and manipulate than desktop/laptop PCs. This allows
bad actors to very quickly build enormous armies with
little effort.
IoT devices are also designed to function 24/7/365,
which means they can be called upon by hackers at any
time of day or night, regardless of which international
time zone they are located in.
The worrying part is that application layer attacks target
an extremely diverse and complex level of the network
stack. The number of devices and components that make
up the application layer alone make it very difficult to
secure. As Cisco states: “Attacks targeting this layer could
potentially shut down large portions of the Internet.”
Hackers are increasingly focusing on application layer
attacks because they have hit a brick wall at the network
layer. While this is testimony to how effective network
layer DDoS solutions have become, it doesn’t bode well
for businesses that have yet to address their
vulnerability from an application layer perspective.
Supporting Cisco’s findings is NETSCOUT Arbor’s “13th
Annual Worldwide Infrastructure Security Report”. It
reveals that there was “a marked increase in the
exploitation of IoT devices to generate large packet
floods and application-layer attacks”.
The NETSCOUT Arbor report also highlights a
particularly worrying trend when it comes to the socalled “digital transformations” many businesses are
going through.
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As enterprises invest in more and more new tech, and
unleash it on their networks, they are leaving themselves
open to threats because the security measures utilized
by these new devices aren’t always up to scratch at the
point of implementation.
As NETSCOUT points out: “The very technologies that
make service delivery more efficient also make
enterprises more vulnerable to attacks.”
Furthermore, businesses face an even graver threat as
DDoS attacks grow in size and complexity. By utilizing a
number of different methodologies, bad actors can strike
multiple attack vectors. For example, it is not uncommon
today for attackers to strike with a large volumetric
attack. The purpose of which is to overwhelm with sheer
brute force, while simultaneously launching a more
stealthy attack aimed at layer 7 applications/services.
The fact is, attacks that combine DDoS and application
breaches tend to catch most organizations off guard.
Web application attacks are so frequent and so “noisy”,
making them difficult to accurately detect. As a result,
many organizations are actually struggling to “keep their
web application firewalls running effectively”, naively
believing their firewall protects them against everything!
As we will highlight later, WAFs are vital parts of an
organization’s security defenses, but only if they are
configured correctly and not pumping out constant false
positive alerts.
Infrastructure layer DDoS attacks are still so prevalent,
despite the fact their application layer counterparts are
harder to detect and mitigate, because pretty much
anyone with access to a search engine and a reasonable
level of computing knowledge can launch an
infrastructure layer DDoS attack. The barrier to entry is
so low because botnets for hire can be leveraged quickly,
easily, and cost effectively.
Application layer DDoS attacks, on the other hand,
require an in-depth knowledge of the application being
targeted and significant coding skills to develop and
exploit. They are not something the average person can
utilize. This is what makes them so damaging and
difficult to mitigate.
When it comes to the different industry verticals affected by
DDoS attacks, The NETSCOUT Arbor report reveals that no
organization is safe. That’s because Financial Services,
Cloud/Hosting, Government, Gaming, Education,
eCommerce and more all experienced DDoS attacks in 2017.
The reality when it comes to DDoS attacks is that they
definitely aren’t a fading attack vector, and the
significant increase in the number of application layer
DDoS attacks witnessed in 2017 should be reason
enough for organizations to start taking web application
security more seriously.
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4. THE PROBLEM WITH TRADITIONAL MITIGATION
TECHNIQUES/SOLUTIONS
As we’ve already mentioned, DDoS attacks come in
different flavors. They’re not always just about
disruption, which is why organizations need to
appreciate that the defense mechanisms they’ve got in
place to mitigate volumetric attacks are not going to be
effective when it comes to defending against their
layer 7 focused cousins.
However, while volumetric DDoS attacks were generally
used to make a statement, like disrupting a web service
in a show of support or defiance for a particular
business decision (whether it be political or maybe as
the result of a ransom not being paid), they also now act
as smokescreens for more sinister activities.
These so-called “Dark DDoS” attacks are almost
unrecognizable from the simple volumetric ones that
gave the technique its original name. Instead of just
disrupting and knocking services offline, Dark DDoS
attacks are designed to distract, so that hackers can
carry out even more nefarious activities.
While an organization’s IT team and external partners
are focusing on mitigating the large-scale volumetric
attack, hackers are active in the background looking to
exploit other areas so they can gain access to systems,
syphon sensitive data, etc.
When you consider that the new EU General Data
Protection Regulation (GDPR) will come into force on
May 25, 2018, the consequences for not mitigating
attacks and keeping data secure have never been higher.
The opening that most hackers are looking for in these
situations is when a business makes the decision to
switch off, reboot, or bypass a particular part of their
infrastructure to relieve the pressure being placed on it
by the DDoS attack. Unfortunately, the piece of
equipment that often needs to be rebooted or bypassed
is an organization’s on-premise security solution.
And that’s exactly what the attackers want. Rebooting
leaves holes, allowing them to connect to a server in the
DMZ, carry out SQL injections, etc. They are often in and
out again before the WAF gets back up and running. In
fact, hackers routinely inject malware (SQL injections) to
independently mine data while it is stored, with the view
to posting it on a hacker-controlled website going
forward to realize financial gains.
These kinds of two-pronged attack, which use DDoS as
the big distraction, are an increasingly common
phenomenon in modern cyber crime.

The massive data breach that affected telecommunications
company TalkTalk in October 2015 was masked with a DDoS
attack. While the TalkTalk security team was distracted and
focused on the DDoS attack, hackers stole data relating to
more than 150,000 customers—something that cost TalkTalk
in excess of £60 million.
In the US, the legal costs of the 2014 Yahoo data breach
reached as much as $16 million in Q1 2017, as the
company conducted investigations and paid legal fees.
While the final cost of the data breach that recently
impacted Bell Canada—in which the personal details of
some 100,000 Bell customers were compromised— won’t
be known for some time, it highlights how even the biggest
organizations are not immune to attack. In fact, Bell was
also the victim of a data breach in May 2017, which saw
2 million email addresses exposed from a database.
With volumetric DDoS attacks hit the headlines more
frequently, many businesses tend to focus on mitigating
them and place less emphasis on layer 7 variants. The
problem is that this leaves a gaping hole, one that bad
actors and unscrupulous individuals will inevitably exploit.
But why do companies do this? Surely every level of the
network stack deserves the same attention and security?
The bottom line is that most DDoS attacks hit
infrastructure first, which is why that area gets the lion’s
share of attention when it comes to security.
As a result, many organizations tend to piecemeal a
security solution together, often on their own without the
help of a strategic security or infrastructure partner.
While such an approach is ultimately better than zero
security, it isn’t the most intuitive—especially compared
to the more integrated, holistic ways other organizations
are securing their web-facing assets today.
With application layer DDoS attacks becoming more
prevalent and damaging than ever, businesses often
adopt a “we need a WAF” mindset. So, they reach out to
a security provider or their infrastructure partner and
purchase/implement one.
However, installing a WAF isn’t always the end of an
organization’s application security problems. That’s
because most WAFs need to start out life in some form
of learning mode. At this stage, they are actively learning
what should and shouldn’t be allowed in terms of traffic
patterns. As a result, IT administrators get flooded with
alerts day in, day out.
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A huge proportion of their time is spent sifting through these
alerts to see which ones are credible and which are false positives.
The problem here is that an organization’s IT staff inevitably have
better things to do than check a deluge of false positives every hour.
As a result, these alerts tend to be either ignored over time as alert
fatigue sets in, or much worse simply switched off altogether.
Let that sink in for a minute! The very tools businesses are
implementing to make themselves more secure are actually being
ignored and, in some cases, turned off because they haven’t been
configured correctly and are creating too many alerts.
This is potentially disastrous for a business as it not only leaves it
vulnerable, but also means it realizes zero ROI from its WAF
investment.
WAFs are fantastic security measures, but they need to be tweaked
and tuned to only alert on bad, potentially harmful traffic.
Otherwise, their effectiveness is negated as IT administrators
become numb to the constant notifications and alert fatigue sets in.
Some organizations even implement WAFs just to tick a
compliance box and leave them running in detection mode (not
actually blocking anything). This tick-box mentality is a critical error
of judgment because it often means people are neglecting to
review the logs to see what’s been happening. Ultimately, such a
blasé attitude comes back to bite them.
The key is getting alerts to a manageable level, and that means
only being notified of the important actions a business needs to
make. Off-the-shelf products that swamp IT departments with
endless streams of information are not the most intuitive, and
monitoring a barrage of alerts definitely isn’t the best use of
anyone’s time.
Unfortunately, it’s a common scenario to see a business that has
paid for and implemented a WAF, but isn’t realizing its true value
and is, in fact, getting headaches because of it.
For example, let’s say a vendor deploys a WAF and its rules are
originally set to alert only. Internal IT admins receive said alerts
and are tasked with weeding out any false positives. The vendor
then checks back after X number of weeks to see how things are
going and flips all alerts to block. Doing so inevitably causes
legitimate traffic to be blocked and an unacceptable situation
occurs, with the customer blaming the vendor and vice-versa.
Straight away, the customer has a negative opinion of WAFs and
internal IT staff take an instant dislike to them.
A better approach is to include the WAF in your risk mitigation
plan. One of the actions could be to require daily checking with
your vendor during the entire implementation of the learning
mode to review alerts and make corrections on the fly. That way,
internal IT staff are not hammered by notifications and the risk of
alert fatigue setting in is significantly reduced, if not eliminated.
Businesses need a security solution that is not only effective, but
that also doesn’t waste time and energy to configure and manage
going forward.
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5. SO WHAT’S THE ANSWER?
As cloud computing and open source technologies
become more frequently leveraged by organizations,
and as their web applications grow increasingly complex,
there has never been a greater need for rigorous
security measures.
As the amount of data businesses process also grows,
coupled with the stringent compliance requirements faced
by many organizations, implementing the right security
solutions is increasingly hampered by multiple challenges.
Add to this the fact that IT security budgets are also
failing to keep pace with the demand for additional
security and it’s easy to see why layer 7 web application
security often takes a backseat.
Fortunately, organizations aren’t alone when it comes to
defending themselves against increasingly sophisticated
and smart cyber-attacks. The range of web application
security solutions out there that are provided on a
platform-as-a-service basis means stringent security
solutions can be taken advantage of quickly and without
the need for large capital investments.
Such end-to-end solutions provide the security and
peace of mind that modern organizations need, allowing
their own internal IT resources to focus on the tasks that
add real business value, rather than putting out fires
when security issues arise.
So rather than a business purchasing and implementing
a WAF and succumbing to alert fatigue a few weeks
down the line, a much better approach is to spend the
time working with a trusted security provider to get the
WAF functioning perfectly set up for the individual
organization’s needs, and utilize a comprehensive
solution that has been designed to serve a specific
purpose—like protecting all of a company’s web-facing
applications and services.
These types of security solutions predominantly rely on
machine learning and automation to reduce the amount
of human input required. In fact, because many of these

solutions are delivered on a platform-as-a-service
basis, the input required from the organization itself is
minimal. The business only needs to direct the service
provider, while they manage the overall process.
Such security offerings inevitably include multiple components:
Enterprise Grade Web Application Firewall: To
facilitate global distribution, optimized
performance, scalable architecture and
adaptive learning.
All Round DDoS Attack Mitigation: To
automatically protect organizations not only
against layer 3 and layer 4 attacks, but also
application layer 7 attacks.
High Application Availability: Achieved through
automated DNS routing, which ensures the best
global Point of Presence (POP) is always used to
achieve real-time performance. As a result, traffic
is routed to bypass any global network issues and
potential latency, meaning end users always get
the best possible uptime and service levels.
Real-time Improvements: The beauty of security
solutions that are delivered on a platform-as-a-service
basis is that the providers are constantly striving to
improve them and refine them. This means customers
benefit from a solution that’s constantly evolving and
improving, without the need for them to make additional
investments in terms of time, money or resources.
Shared, Global Threat Intelligence: The holistic
web application security solutions developed by
the reputable providers benefit from shared,
global threat intelligence. This allows them to be
updated when news of a new threat breaks, and
ensures their customers are always utilizing the
most up-to-date, advanced version of the
solution. Businesses don’t always benefit from
this kind of threat intelligence when running
in-house or lesser managed solutions.
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Some web application security solutions might seem fit
for purpose at face value. However, many only act as
glorified Content Delivery Networks (CDNs), which
spread the brunt of a DDoS attack out over a larger
network. While this does help to alleviate the impact of
such attacks, it doesn’t address the root cause and
provides no provisions for future prevention.
Instead of reducing the impact of a DDoS punch, these
CDN-based solutions merely subdue it. A much better
solution is to remove the chance of being hit altogether.
Many advanced web application security solutions utilize
cloud-based scrubbing centres. These services actively
cleanse traffic flowing into an organization by scrubbing
out the malicious stuff and only allowing clean traffic
through. They are a far cry from the old school DDoS
mitigation techniques which used to see all traffic
discarded when an attack was discovered. Such an
approach obviously has the potential to see legitimate
requests thrown away, meaning the business inevitably
losing opportunities.
With the most advanced solutions, a different level of
clinical mitigation is realized. The security solution
provider’s teams are constantly working to provide
tweaks and refine the offering as a proactive risk
management strategy.
Achieving this in-house can be inconceivable due to
resource availability and budget constraints. When you
consider how a WAF needs to be purchased,
implemented and then taught what traffic to allow vs.
reject—which can take considerable time and
involvement from the vendor—it’s easy to see why such
technologies are so expensive. Just getting a security
professional in to teach your WAF how to do its job
effectively can represent a significant cost on its own.
However, by taking advantage of an advanced WAF
solution that boasts multiple components, businesses
can benefit from the provider’s engineers, machine
learning, automation and Security Operations Centre
(SOC)—all as part of the overall package.
All of these elements provide proactive suggestions and
identify potential issues automatically—it’s what they are
there for, allowing the business to focus its own IT
resources on value add opportunities.
Furthermore, these kinds of advanced web application
security solutions also allow a business to have a fully
functioning, fit for purpose WAF up and running in very
little time and with only minimal investment. In fact,
these solutions are usually covered using operating
expenditure rather than capital expenditure, meaning
they can be budgeted for accordingly.
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Organizations will stand themselves in much better stead
by utilizing a solution that sits in front of their Internetfacing infrastructure and acts as a proper gatekeeper, as
opposed to dampening the effects of a DDoS attack and
risk losing legitimate traffic in the process.

A Log Management tool may be talked about, which will
help detect potential malicious or disgruntled users that
would never register any alarm bells via a WAF, but could
initiate a Dark DDoS from within your own corporate
network.

One of the most intuitive elements of these advanced
web application security solutions are the dashboards
that can be used to gain insights and overviews into how
the entire system is performing and what threats it is
eliminating. Such dashboards are worth their weight in
gold for IT leaders who need to justify spending and/or
report back to the board regarding ROI.

Finally, while customers will always be required to have
some input in the implementation and ongoing
management of any security solution, this input can be
reduced in certain areas and more value realized as a
result.

Finally, the managed services providers that offer these
application layer 7 DDoS mitigation solutions have long
established relationships with the vendors and security
professionals whose services comprise them. This means
they are in the best possible position to troubleshoot and
work with their strategic security partners to solve issues
and improve the service.
The bottom line is that WAFs are great when configured
correctly and that’s where an end-to-end solution
provider can add real value.
They will help suggest things and touch on areas you may
not have thought of. For example, a solution provider
may suggest you implement an Advanced Threat
Protection monitoring system to scan within the solution
to make sure any zero day threats that a WAF may have
missed could be found.

Oftentimes, a business purchases a security solution and
thinks they’re getting something “fully managed” only to
find they are just chasing alerts and alarms all day. They
need to focus on partnering with a security provider who
will work with them on Security Incident Event
Management (SIEM) processes.
Some vendors even offer tools to automate the workflow,
but the inputs and actions are kept at a business level—
something not limited to the IT manager either. This
bi-directional flow can often involve the customer
coordinating between as many as 12 vendors to try and
find the location of a single breach.
By working with an end-to-end solution provider,
customers reduce their own effort dramatically, allowing
them to just focus on responding to the exact breach,
rather than chasing down alerts.
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